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m MPI + OpenACC (NVIDIA)
m MPI| + OpenMP for GPU (NVIDIA, AMD, Intel)
m MPI + do concurrent (NVIDIA)
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m Unified Memory

Real(8), allocatable :: X_cpu(:)
Real(8), allocatable, device :: X_gpu(:)
allocate(X_cpu(N))
allocate(X_gpu(N))

X _cpu(:)=0

X_gpu(:) =X_cpu(:)

Call cuda_func<<<tb,th>>(X_gpu)
X_cpu(:) =X _gpu(:)

CPUATE!) GPUATE!)

O0x01 | X cpu

Ox11 | X_gpu

Real(8), allocatable :: X(:)
allocate(X(N))

X(:)=0

ISacc data copy(X)

Call openacc_func(X)
ISacc end data

Real(8), allocatable :: X(:)
allocate(X(N))

X(:)=0

Call do_concurrent_func(X)

(X_cpu, X_gpu)DRTFEV IO TTH]
[CE#HXELTRI—HRT S

CPUAE!) GPUATE!)

0x01 X

0x10 X 0x10 X

Ox11 X
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OpenACC datalE "X ZfE>2izE

%

uwmu

program main
implicit none

| THES
allocate(a(n),b(n))
= 2.0
doi=1, n
a(i) = 10.0
end do

Isacc data copyin(a) copyout(b)

[T$acc kernels

T$acc Loop independent
doi=1,n
b(i) = a(i) + ¢
end do

'%acc end Kernels

Isacc end data
sum = 0.d0
doi=1, n

sum = sum + b(1i)

end do
print %, sum/n
deallocate(a,b)

end program main
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copyout
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NIFXEHHIR X
#E— *E*'kUnlfled
MemoryE2 DL FhD
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4 xDdistribute~ERIXIENVIDIATHEEN B R ULVERE

m AMD®DFortrani— ~ S ISIENTHD
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m Do concurrent (Fortran® S E5{&%E)

B SRIRETHDIEVWSZIEDNRROAY Y
n (TR EDFFIDIERBICKREL, EFPTUTESIBRSZENRZDICE

CESHRZDINENDHD
IE%T@Z%':JE&JZQ\% do concurrent TXE DS UK DB <& > T OpenACCHCUDA
R IcEE. 5535

. FortranZ{#5735
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m OpenACC

m O & XT (FUnified Memoryh 51862 C & ZHERE

m )L—TDAHIHEICEPTED

 RENGBENE TEL S, T —YIERXZENITNIERL
m OpenMP for GPU

m & T (FUnified Memoryh\ 5158 D Z & ZHELE

m XU K(EOpenACCDIZEERU

m Unified Memory(dOpenMP¥OpenACCDEERICKAAIAET N TULND D (T TIEARLY
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m Do concurrent
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n ST SVUNRHIAAEZER

m B —FICHEVT, CUDALNE DOMREZE (XTI

B ERXBETIEES UESBRVNEMRIL—TP, AULTHRERL LWL
PTVT—=3 VDAL YDMNKMILRY DENZE(E. CUDADOFIAZZE
ZDNE
B L\THND'X"THCUDA Fortran&EfBHSHhESNS
n DR <EDS, PTVT—Y 3 VEEZCUDAICE TR DIEBRBVEEF
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m AMD, Intel(d ?

m AMD: hip EIE([EN D (FZCUDA CERDHDH H Do KK HRTLIDHY,
FortranXd i (d7U\e CXA YDA —FTH B0 5. AMDIFIIRIFSTHE
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OpenMP for CPU

BHEDH 1 —8BIL—T

OpenMP 4.x
teams distribute parallel do

!$omp parallel do
doi=1, n

y(i) = a x x(1i) + y(1i)
end do
!$omp end parallel do

OpenACC

$omp target
!$omp teams distribute parallel do
doi=1, n
y(i) = a % x(1i) + y(i)
end do
1$omp end target

I$acc kernels
I$acc loop independent
do i=1, n
y(i) = a * x(1i) + y(i)
end do
I$acc end kernels

Fortran do concurrent

do concurrent (i = 1: n)
y(i) = a % x(1i) + y(i)
end do

OpenMP 5.x
target loop

I$omp target
I$omp loop
do i=1,n
y(i) = a * x(1i) + y(i)
end do
I$omp end target

EARMIZ, COIL—TIEAi 5Ll gETT &

==
8

SLTULAET, CUDAESHEELTE.

MREXIFREE DDA,
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OpenMP for CPU

BEDB : Z2EI—T

OpenMP 4.x
teams distribute parallel do

OpenMP 5.x
target loop

!$omp parallel do private(i,j)
do k=1, n
do j =1, n
doi=1, n
y(iljlk) = a % X(iljlk) T y(iljlk)
end do
end do
end do
!$omp end parallel do

OpenACC

!'$omp target
I$omp teams distribute
do k =1, n
do j =1, n
1$omp parallel do
do i=1, n
y(iljlk) = a % X(iljlk) + Y(i,j,k)
end do
end do
end do
!'$omp end target

Fortran do concurrent

'$omp target
$omp loop
do k=1, n
$omp loop
do j =1, n
'$omp loop
doi=1, n
y(ilj'k) = a x X(iljlk) + y(iljlk)
end do
end do
end do
!$omp end target

!$acc kernels
1$acc loop independent
do k=1, n
!$acc loop independent
do j =1, n
!$acc loop independent
da i:=1; n
y(iljlk) = a x X(iljlk) + y(iljlk)
end do
end do
end do
l$acc end kernels

do concurrent (k = 1: n) local(i,j)
do concurrent (j = 1: n) local(i)
do concurrent (i = 1: n)
y(i,j, k) =a *x x(i,j,k) + y(i,j,k)
end do
end do
end do

B )L—TBETHhNIL, EXR
X IL—T DA 5 AT REME %R
HIXLY,
Z2EI)L—JTIXBENLGL S 4%
BT A EMENAH TS, (JFIC
OpenMP 4.x)
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OpenMP for CPU

OpenMP 4.x
teams distribute parallel do

5 )L—TD—E&1L

OpenMP 5.x
target loop

I$omp parallel do collapse(3)
do k=1, n
do j =1, n
doi=1,n
y(i,j, k) =a *x x(i,j,k) + y(i,j,k)
end do
end do
end do
I$omp end parallel do

OpenACC

!$omp target
I$omp teams distribute parallel do collapse(3)
do k=1, n
do j =1, n
doi=1, n
y(iljlk) = a * X(iljlk) + y(iljlk)
end do
end do
end do
I$omp end target

$omp target
I$omp loop collapse(3)
do k=1, n

do j =1,

=a % x(i,j,k) + y(i,j,k)

'$omp end target

Fortran do concurrent

1$acc kernels
!$acc loop independent collapse(3)
do k=1, n
do j =1, n
doi=1, n
y(i,j,k)
end do
end do
end do
1$acc end kernels

=a x x(i,j,k) + y(i,j,k)

do concurrent (i=1:n, j=1:n, k=1:n)
y(i,j,k) = a *x x(i,j,k) + y(i,j, k)
end do

Do concurrent CC D &S IZEL V-,
EHELEIL—TDIEFIZDOLTDRSD
WNEWN=H. EDIL—TEERAELT
FTOMNMEIAVINATHRDBHEITE
)

Collapsefilc&k>T—F L TEAH%
5. LE=ARBLWDMELNELY,
Y¥(Z0penMP 4 xTIX M 51| 14 ZFE R
I 51=H[Zcollapse N EE,
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m A100(X 108/ DSM (Streaming Multiprocessor)Z D

PCIl Express 4.0 Host Interface
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Memory Controller

Memory Controller
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GPUDFSEEIS (2/2)

LO Instruction Cache nstruction Cache

Warp Scheduler (32 thread/clk) Warp Scheduler (32 thread/clk)
Dispatch Unit (32 thread/clk) Dispatch Unit (32 thread/clk)
m L2 w3 MEAR T
1 i 7\ Register File (16,384 x 32-bit) Register File (16,384 x 32-bit)

m L3$ _\7 ‘J J 1 (g:fa L\G)-C Lzb\‘ —_ I\ INT32 INT32 [FP32 FP32  FP64 INT32INT32 |FP32 FP32  FP64

INT32INT32 FP32 FP32  FPe4 INT32INT32 [FP32FP32  FPes
»
l/ /\ } |/ INT32INT32 [FP32FP32  FPe4 INT32INT32 FP32FP32  FPes
INT32INT32 [FP32FP32  FPe4 INT32INT32 [FP32FP32  FPes
~ /— 1 TENSOR CORE TENSOR CORE
[ L1 # —P \\J y 1 ( g S M ﬂ ( ( \ ! INT32INT32 FP32FP32  FPes INT32 INT32 [FP32FP32  FPe4

INT32INT32 FP32 FP32 FP64 INT32 INT32 FP32 FP32 FP64

m S h a red m e m O ry t ;:Eﬁ T\\ 'I 92 KB INT32INT32 [FP32 FP32  FP64 INT32INT32 |FP32[FP32  FP64

INT32 INT32 FP32 FP32 FP64 INT32 INT32 FP32 FP32 FP64

v ’ { ’ 6 .: LD/ LD/ LD/ LD/ LD/ LD/ LD/ LD/ LD/ LD/ LD/ LD/ LD/ LD/ LD/ LD/
. # \J J l D \J # % Z‘ 5 fd ST ST ST ST ST ST ST ST SFU ST ST ST ST ST ST ST ST SFU
~
MY LO Instruction Cache LO Instruction Cache
L1F v vy a8

Warp Scheduler (32 thread/clk) Warp Scheduler (32 thread/clk)
Dispatch Unit (32 thread/clk) Dispatch Unit (32 thread/clk)

= I—J E 7b _t g 5 O) %) S M O) W _LB O) aj\ Register File (16,384 x 32-bit) Register File (16,384 x 32-bit)
o BELF— E’J 7‘8‘ %14:1: -C‘\£17.|: I__I H :E) -C‘\ % 5 7:')‘\\ L INT32INT32 FP32FP32  FPes

INT32INT32 FP32 FP32  FP64 INT32INT32 P32 [FP32  FPe4
~
5 i D 1§1 )78\ L\ INT32INT32 FP32 FP32  FP64 INT32INT32 FP32FP32  FP6a
INT32INT32 FP32 FP32  FP64 INT32INT32 FP32FP32  FP6a
A\ -— 7 A\ TENSOR CORE TENSOR CORE
- S M O) 2 \\J ( W a rp U INT32INT32 FP32FP32  FPes INT32INT32 FP32 FP32  FPe4
INT32INT32 FP32 FP32 FP64 INT32 INT32 FP32 FP32 FP64
NJB WY
1 !,5 3 2 2 I/ \ / I\ ! 2 ‘\ I é * l % INT32INT32 [FP32FP32  FP64 INT32 INT32 FP32 FP32  FP64

INT32INT32 FP32 FP32 FP64 INT32INT32 FP32 FP32 FP64

LD/ LD/ LD/ LD/ LD/ LD/ LD/ LD/ SFU LD/ LD/ LD/ LD/ LD/ LD/ LD/ LD/ SFU
ST ST ST ST ST ST ST ST ST ST ST ST ST ST ST ST

192KB L1 Data Cache / Shared Memory

Tex Tex

Hi B2: NVIDIA A100 Tensor core GRUZ —F T F v 29



GPUTOTS=VIDRE

B

m CUDA, OpenACC, OpenMP for GPU &,

GPUDEEBBEICEHhET. BEN
BEZRD

m CUDA: RLw kT70OvD, ALY

m OpenACC: gang, (worker, ) vector

m OpenMP: team, thread

m —DDAL v RKRTJOw P /gang/team
ICPAEId 2RAL v K(E[E bSI\/I("‘flJV)
HToNnsd
m DXDLIFvyIahHBEEIND
m 1J0vOHEDDRL Y REE1~1024

m WarpZBXZ D&, 32038, &EERBVIC
64, 128 25645 7= D HLILY

= CPU-GPUBIDT —98BEP, VY —-R%
EWEIBZEDHDERRDT, RHDH
5ZIETEHAT DBE(FRLY

A d
(=]
ALwk7Bv%7 (CUDA)
gang (OpenACC)
team (OpenMP)
/
Grid / ‘/

Block (0, 0) || Block (1,0)  Block (2, 0)

Block (0, 1) Block (1, 1) |“-Block (2, 1)
§§§§§§"3§?» 333333"35?33
SN O ¢ Z L (CUDA)

4 ’ g vector (OpenACC)
ALk (OpenMP)

Block (1, 1)

cited from : http://cuda-
programming.blogspot.jp/2012/12/thread-hierarchy-in-cuda-
programming.html 30
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SIEERIEN—XRI

mXpwvIad

n BRI —TEE

WO h\ R

[CXIHTEDDH?

doj=1,n
doi=1,n
dok=1,n
C(i,j) = C(i,j) + Ai,k) * B(k,j)
end do
end do
end do

R F(—T=FE)L—T

doj=1,n, BLK
doi=1,n, BLK
dok=1,n, BLK
dojj =0, BLK-1
doii =0, BLK-1
do kk = 0, BLK-1
C(i+ii,j+jj) = C(i+ii,j+jj) &
+ A(i+ii,k+kk) * B(k+kk,j+jj)
end do
end do
end do
end do
end do
end do

R&E2.TJOvF I REIL—T

doj=1,n, BLK
doi=1,n, BLK
dojj=0, BLK-1
doii =0, BLK-1
ccl(ii,jj)=0.0
end do
end do
dok=1,n, BLK
dojj=0, BLK-1
doii =0, BLK-1
ccc =0.0d0
do kk =0, BLK-1
ccc = ccc + A(i+ii, k+kk) * B(k+kk,j+jj)
end do
ccl(ii,jj) = ccl(ii,jj) + ccc
end do
end do
end do
dojj=0, BLK-1
doii=0, BLK-1
C(i+ii,j+jj) = cca(ii,jj)
enddo
enddo
end do
end do

LI IOy FwithA—AILER .
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2500
2000
1500
(%]
Q.
i)
L
()
1000
~
S
O
S
S
500 &
0 I .
NVIDIA A100 NVIDIA A100 NVIDIA A100
OpenACC OpenMP target OpenMP target
teams distribute loop
parallel do

mEE1L. 517

NVIDIA A100
Fortran do
concurrent

mEE-JOovxy mEEI.O—HILETH

’,
X
~. /ﬂ(’ . .
& & g &
o ,L’ o o
g wo§ g
3 A3 3
< < <
S B S S
AMD MI100 AMD MI100 AMD MI100 AMD MI100
OpenACC OpenMP target OpenMP target Fortran do
teams distribute loop concurrent
parallel do

¥A100 a2 /A JLaATk: nvfortran (version 22.5) (-stdpar=gpu —acc=gpu —mp=gpu) —Minfo=accel,mp —gpu=cc80@,managed
XMI100 O/ A J)La<k: amdflang (version 14.0, roc-5.2.0) -target x86_64-pc-linux—gnu —fopenmp -fopenmp-targets=amdgcn-amd-
amdhsa —-Xopenmp-target=amdgcn-amd-amdhsa -march=gfx908 -03
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V=TSN EDH : VDY 3

OpenMP for CPU

!$omp parallel do reduction(+:sum)
do 1=1, n
sum = sum + x(1i)
end do
I$omp end parallel do

OpenACC

OpenMP for GPU

!'$omp target
I$omp loop reduction(+:sum)
do 1=1, n
sum = sum + x(1i)
end do
$omp end target

l$acc kernels
I$acc loop independent reduction(+:sum)
doi=1, n
sum = sum + x(i)
end do
I$acc end kernels

Fortran do concurrent

do concurrent (i = 1: n)
sum = sum + x(1i)
end do

NVIDIAQ /RS TIX, )R I av%E
EFIZHIEL TN AN, FortranMD 1t
BREFFEL)ZT OO IEYR—E
NTULVELY,

ZFD1= EEaA—FAFFERMIZEK
MESIMThHMSELY,

VIL—7

OpenACC, OpenMP for GPU D&
a2 NEE(LOpenMP for CPUE
REGW

33



JL—THFEDH : atomicER

OpenMP for CPU OpenMP for GPU
I$omp parallel do private(j) '$omp target
do i =1, size(x) I$omp loop

j = x(1i) do i =1, size(x)

'$omp atomic j = x(1)

y(j) = y(j) + 1 I$omp atomic

'$omp end atomic y(j) = y(j) +1
end do !$omp end atomic
!$omp end parallel do end do

!$omp end target

AtomicEt & (L. OpenMPT%

OpenACCTHEZTAIXIZIXRL.,
OpenACC Fortran do concurrent Fortran do concurret ClEHR—k&
I$acc kernels *L—CL\ZIL\°
!1$acc loop independent
do i=1, size(x) Pd/gq
] = x(i)

!$acc atomic
y(j) = y(j) + 1
1$acc end atomic
end do
l$acc end kernels




JL—TAMHHEDAH : BeFUEA

OpenMP for CPU OpenMP for GPU

!$omp workshare

y(:) = a x x(:) + y(:) N/A’P

!$omp end workshare

OpenACC Fortran do concurrent

!$acc kernels
y(z) = a % x(z) + y(:)

!$acc end kernels N/A

EZRDEEFLGEIKALZLN. &
D EZAH0penACCTLMMEZ ALY,
OpenMP for GPUTI&, a>/xAJL
(ZBAHHDDAFEINEELY,
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JL—FAFHE DB : BIEIEO

OpenMP for CPU

real(KIND=8) function madd(a,x,y)
real(KIND=8),intent(in) :: a,x,y
!$omp declare simd
madd = a * X + Yy

end function madd

OpenMP for GPU

! I$omp declare target
real(KIND=8) function madd(a,x,y)
real(KIND=8),intent(in) :: a,x,y

madd = a * X + Yy
end function madd

LZESTIL—7

OpenACC

real(KIND=8) function madd(a,x,y)
real(KIND=8),intent(in) :: a,x,y
!$acc routine seq
madd = a * X + y

end function madd

subroutine daxpy(x, y, a, n)
real (KIND=8),dimension(:),intent(out)
real(KIND=8),dimension(:),intent(in)
real(KIND=8),intent(in) :: a
integer,intent(in) :: n
integer :: i

!$omp parallel do simd
doi=1,n

y(i) = madd(a,x(i),y(1i))
end do
!$omp end parallel do

end subroutine daxpy

HFEYRIIN TULVELAY, OpenMP for
CPUTHSIMDIL—T N TR U HL%E
I BFEIZIEdeclare simdHNIHE,

subroutine daxpy(x, y, a, n)
real (KIND=8),dimension(:),intent(out)
real(KIND=8),dimension(:),intent(in)
real (KIND=8),intent(in) :: a
integer,intent(in) :: n
integer :: i

!'$omp target
'$omp loop
doi=1,n
y(i) = madd(a,x(i),y(i))
end do
!'$omp end target

end subroutine daxpy

-y
HHED

Declare target}E RX DL BT T F2H,
NVIDIATZ /N 15(22.5) TlEfFF4<{THE
(L. fFFBEaV ML EFTIEFES,
[RE A,

subroutine daxpy(x, y, a, n)
real (KIND=8),dimension(:),intent(out)
real (KIND=8),dimension(:),intent(in) :: X
real (KIND=8),intent(in) :: a
integer,intent(in) :: n
integer :: 1i
l$acc routine(madd)

1$acc kernels
I$acc loop independent
doi=1,n

y(i) = madd(a,x(i),y(i))
end do
!$acc end kernels

end subroutine daxpy

MENHEINAEEEIE., FEUHLTOREE
Al Zroutinefg RXZEELLENH S,
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51475 DIFENS
r FHEFORDEVDI(E, Unified memoryDfE

datate "X &fE 3 K

m OpenACC DIERXZEEDHZE

:[OF=F:

(CRA 59,

-

call cublas
I$end data

l$acc data copyin(A,B) copy(C)
Dgemm('n','n"',

n, n, n, alpha, A, n, B, n, beta, C, n)

m OpenMP Dtarget datafg /"X THTJ

m Do concurrentCH., IVINAIN ATV 3 VI[C-acczDIFT. LEEEDEKS

[CE<L<DH3

O EXD 2L

37



MPI& DEES

m Unified MemoryZ {51586
m J— R ETEBEIDIER>FICRU

0 GPUGDX:E'Jb\bCPUGDX:E'J (MPICERMET B/I\Y I 7) \DBEEOIE—DRET B0

MEREEAFICTRDZ

m Unified Memory%’:ﬁb?&b\i%/a\
m CUDA-aware MPIZ{ES OHAERN
m MPIBSEIDSIHIC. GPULDRA VY ZEZ(F{F(FBMPI
m OpenMPIDSHIREEINTLD
m BRXZED>T. GPULDINA VY ZEEMPIBSHDS |1 E UTET

m OpenACC: host_data3gRX
m OpenMP: use_device_ptri§ &l

l$acc data copy(fn)
call MPI_Isend(fn(1,1,nz) ,
call MPI_Irecv(fn(1,1,0) ;
call MPI_Isend(fn(1,1,1) ;
call MPI_Irecv(fn(1,1,nz+1),

!1$acc end host_data

!$acc end data

I$acc host_data use_device(fn)

nx*ny,
nx*ny,

nxkny,
nxkny,

MPI_DOUBLE,
MPI_DOUBLE,

MPI_DOUBLE,
MPI_DOUBLE,

rank_up

’

rank_down,

rank_down,

rank_up

’

$omp target &

I$omp& data &

I$omp& use_device_ptr(f)

call MPI_Irecv(f(1)

call MPI Irexx(f(nx*ny*(nz+1)+1)
call MPI_Isend(f(nxknyxnz+1)
call MPI_Isend(f(nxkny+1)

I$omp end target data

nx*ny, MPI_DOUBLE,
nx*ny, MPI_DOUBLE,
nx*ny, MPI_DOUBLE,
nx*ny, MPI_DOUBLE,
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MPIZ YD EGPUEIDET
m OpenACCRAEUZ LT\ v S —7Z1B10

HE/—FO HE/-F1 BE/—F2
C: #include <openacc.h>
Fortran: use openacc
MPI_COMM_WORLD

m /— R~ EDGPUEIDERTF (acc_get_num_devices)

GPU g GPU GPU g GPU
0 1 0 1

GPU g GPU
0 1

const int ngpus = acc_get_num_devices(acc_device_nvidia);

acc_device nvidiaZ§xE9d D & T. NVIDIA GPUEEIZ D,

m HBATOTCRICHEDGPUZED L T(acc_set_device_num)

int rank = 0;
MPI_Comm_rank(MPI_COMM_WORLD, &rank);
acc_set_device_num(rank % ngpus, acc_device_nvidia);

device_num % rank % ngpus £ ET, /—FADTOCRERLBBDCPUZRIBIT DI EERD, &
NZzIEERVE, 0BFZELICIT<,
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RN —XRIL TRRTVDIL)

m XTEUERGEH—RIL
m Z8—RITHEC KD Y ILFGPU{L
B BEEHABEDA—IN\—2 Yy S (ET=B3DH

GPUO
DO CONCURRENT(i = 1:nx,j = 1:ny,k = 1:nz) A ) :
w=-1; e =1; n= -1; s = 1; b= -1; t = 1; ’," SR 3T
if(i == 1) w = 0; if(i == nx) e =0 s’ .
if(j == 1) n = 0; if(j == ny) s =0 |V [T T T I T T1ITI1I & —
if(k == 1) b = 0; if(k == nz) t = 0 Nz GPUI1
fn(i,j,k) = cc * £(i,j,k) & o
+ cw *x f(i+w,j,k) + ce * f(i+e,j,k) & LU -~
+ cs * £(i,j+s,k) + cn * £(i,j+n,k) & 58 15 3T #1
+ cb * £(i,j,k+b) + ct * £(i,j,k+t) :
END DO \ 4 o
> GPU2
3RITHLENATER D—RILDdo concurrentEiE — x —p
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7000
—e—OpenACC_managed
6000 —e—0OpenACC_data
OpenACC_data_async — ﬂ
5000 —e—0OpenMP_managed — -
OpenMP_data
» 4000 ——
8‘ Fortran do concurrent
[
O 3000
2000 i
s —
1000 —
0
1 2 | 8 16 .

GPU%K

e RN —RILOR SOV I RT—UVT

KEEY A X 5123 FEE. ANAVTRr—10 T

X Wisteria Aquarius/—F#ZE A, 1/—F&H71=YA100 GPUZ S IE &k

XA100 O/ )L K nvfortran (version 22.5) (-stdpar=gpu —acc=gpu —mp=gpu) —-Minfo=accel,mp —
gpu=cc80(,managed)

¥0penMPI 4.1.4 #{EMH,

11
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Target: GeoFEM/Cube

m Parallel FEM Code (& Benchmarks)
m 3D-Static-Elastic-Linear (Solid Mechanics)
m Performance of Parallel Preconditioned lterative Solvers

— 3D Tri-linear Hexa. Elements } 2

Uniform Distributed Force in
— SPD matrices: CG solver I z-direction @ 2-Zia

U,=0 @ Y=Y min
— Fortran90+MPI+OpenMP
— Distributed Data Structure 0@
— Block Diagonal LU + CG s | | () stoments
N, nodes —>

— Block CRS Format R 1 y
— MPI, OpenMP, OpenMP/MPI Hybrid U0 @ 2-Z,, /(NX-1)eIements

N, nodes

e only OpenMP case X
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.Ij.

VI I—RKRDYOvO—K

BsE SR CESDUYTILII—FRELUTIEHDEIRT
m /work/gt00/share/lecture_fortran2gpu.tar.gz

e Y OYVO0—KREFE

1.

A

$ ssh tXXXXX@wisteria.cc.u-tokyo.ac.jp
mwisteria\NDssh, tXXXXXIFTP LDV 2B

$ cd /work/gt00/tXXXXX

$ cp /work/gt00/share/lecture_fortran2gpu.tar.gz .
$ tar zxvf lecture_fortran2gpu.tar.gz

$ cd lecture_fortran2gpu/




[ I Y |

>x<B8

)

n BREREZTOY S LDCGYILINDGPURAT
m )LD —K ¢ OpenMP_for CPU/GeoFEM/01_naive

m _ATvJ

1. CPUTEITUT, ZRELBDIBERZFXLLD
2. MakefileZzEBE AT UL &S
3. F¥9 [FUnified MemoryZFI L. IL—TDi5{EZLERL &S

R EZXLUXULD

4. BRXZFE>T, T—H8
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A

m =17/ F U [I0penMP_for_CPU/GeoFEM/run(C4

. CPUD#EER

m ET/INS X = (Emesh.inp TRHEBTEXRT

$ cat mesh.1inp

JOeAH=YD

// RSZEH A X (NX*NY*NZ)

MPI 7Ot X%

128 128 128
1 1 1
1 1

2000

-8

\

\

WAL DFEDHZ—!)
0 FiEEBE
SEIFSKIZLELTE
LY,

BlZIE12212F5BL.
128 * 256 * 256 D [EIRE
4O X THELT=HD
GifE] A

EELO—FTIEERFERA,
SEIFSRIZLELTRLY

CGEE{RMDIFE (elapsed),

ERENET

128

1

1

-8

### NORMAL
### CM-RCM

128 128

color number: 8

color number: 8
5.239190E-02 coloring of elements
1.402784E+01 matrix assembling

100 7.

200
300
400
457
elapsed
iter
2097152

O WN

200837E-02
.698423E-04 X
.321115-05 UNERERE (ZVT 1L %)
.515262E-07

.940129E-09

457 1.783206E+02 1.783206E+02 1.783206E+02
457 3.901982E-01 3.901982E-01 3.901982E-01

-3.810000E+01 -3.810000E+01

1.270000E+02

PRERDHLEZDIE,

RE&HT1-Y DEFE (iter)

1283 DEFIZZDIEIZ1: 5,
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257w 2  MakefileDZH X

m EFBZODFIIC, workkms LORUZIED XS
m $ cd OpenMP_for_CPU/GeoFEM/
m $ cp-r01_naive 00_work
m $cd 00 work

FO0 = mpifort
FO900PT = -Mpreprocess —-fast —mp
LOPT = -Mpreprocess —fast —-mp
TARGET = ../run/01_naive
OpenACCDIEBEE
F90 = mpifort
FO9O0OPT = -Mpreprocess —-fast —acc —gpu=managed -Minfo=acc
LOPT = -Mpreprocess —-fast —acc —gpu=managed -Minfo=acc
TARGET = ../run/00_work
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ATY T3 1 )L—TDi

=

AL

£ 9 [ solver CG 3 SMP novecf ZEZ=aZ X9

m OpenMP ERXD DL Z)L—T7%Z. OpenACCOpenMP for GPUZR & (C

S| TLIESL)

n ZO., BRICEEBDBVWHNEDIHZERITUTHESRBULGHSED D ER

LWTCTY

'$omp parallel do private(in)
do i= 1, NP
in= OtoN(i)
WS(3%xin-2)= B(3x%i-2)
WS(3xin-1)= B(3x%i-1)
WS(3%in )= B(3%i )
enddo
I$omp end parallel do

=»

I1$acc kernels
I$acc loop independent
do i= 1, NP
in= OtoN(1i)
WS(3%in-2)= B(3%i-2)
WS(3%in-1)= B(3x%i-1)
WS(3%in )= B(3%i )
enddo
I$acc end kernels
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ATV T4 BRXICKDT —IEE
m MakefileZ#RE L. managedZHIBRLU KT

gl_\

F90 = mpifort

FO9OOPT = -Mpreprocess —-fast —acc -Minfo=acc
LOPT = -Mpreprocess —-fast —acc -Minfo=acc
TARGET = ../run/00_work

B CDOI—R(dgo toXHNEFTND®, BEDdatais IR HME R 2
BT ho 1D (Center data, exit datatg R Z{ELNE T
m !$acc enter data copyin(a) create(b)
m !$acc exit data delete(a) copyout(b)

Tll
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