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GPU(Graphics Processing Units)

e TN IFEERVIBZ 1T O 7120 ICHEHMEL CWZER T O Y2 NF

STEICEFEZ DEDICHEE
- sEDGPUICIK(EISEB=ERIO)TAHERITIZVRE
« SULVEEMERE, KULWXEU/INURIE, SHEEHH =V KR
s HIXEZHOTZN, mbldETEFLY

: y";&@_ 7 (&EGPUIXT AR ) =18 F L7z AT 5%
NVIDIA A100 (SXM, PCle): 64 x 108 SMs = 6912 cores

« NVIDIA H100 (SXM): 128 x 132 SMs = 16896 cores

« NVIDIA H100 (PCle): 128 x 114 SMs = 14592 cores
- AMD MI250X: 64 X 110 CUs X 2 GCDs = 14080 cores
- AMD MI250: 64 X 104 CUs X 2 GCDs = 13312 cores

« 2L RilF(e.g., OpenMP))HIEZZ A9 H > TL\DE

2023/6/29 mam GPU/C++
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Green500 Ranking (June 2023)

255 Henri, Flatiron Institute, USA NVIDIA H100 80GB PCle

34 Frontier TDS, ORNL, USA AMD Instinct MI250X

12 Adastra, GENCI-CINES, France AMD Instinct MI1250X

17  Setonix, Pawsey, Australia AMD Instinct MI1250X

77 Dardel GPU, KTH, Sweden AMD Instinct MI250X

n 1 Frontier, ORNL, USA AMD Instinct MI1250X

3 LUMI, EuroHPC/CSC, Finland AMD Instinct MI1250X

n 483 amplitUDE (GPU Partition), University NVIDIA H100 80GB PCle
of Duisburg-Essen, Germany

n 20 Goethe-NHR, Universitaet Frankfurt, AMD Instinct MI210 64GB
Germany

187 ATOS THX.A.B, Atos, France NVIDIAA100 SXM 64GB

,  Supercomputer Fugaku, R-CCS, (CPU-only:
Japan Fujitsu A64FX)

317 Conesus, University of Rochester, (x86 CPU-only:

2023849 Intel Xegn: Platinuym 8480+)

8,288
120,832
319,072
181,248

52,864
8,699,904
2,220,288

6,768

96,768

25,056

7,630,848

43,008

https://www.top500.0org/

19.20
46.10
27.16

8.26
1,194.00
309.10
1.95
9.09
3.50

442.01

2.59

309
921
477
146
22,703
6,016
38

195

86

29,899

409

TOP
HPL Rmax Power
IéSOmOk System Accelerator Cores [PFlop/s] (kW] GFLOPS/W

65.396

62.684

58.021

56.983

56.491

52.592

51.382

51.343

46.543

41.411

15.418

6.327
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https://jcahpc.github.io/gpu_porting/

(NVIDIA®)GPUD1ERK(1/2)

PCI Express 4.0 Host Interface

Memory Controller
19jjonuo Alowsy

Memory Controller
19jjonuo) Aiowsapy
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§ g
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Memory Controller
J3jjouo) Aouwsp

Memory Controller
19jj0nu0) Alowspy

Memory Controller
19jjonuo Aoway




(NVIDIAD)GPUDEmM(2/2)

L1 Instruction Cache

LO Instruction Cache L0 Instruction Cache
n n Warp Scheduler (32 thread/clk) Warp Scheduler (32 thread/clk)
SM:St reamlng Multiprocessor
]

Register File (16,384 x 32-bit) Register File (16,384 x 32-bit)

S M 0) E] i W 0) ( i ' I 7- < E % ] ‘l'_ Ab INT32 INT32 FP32 FP32  FP64 INT32 INT32 FP32 FP32  FP64
kl — d\ - ﬁ b INT32 INT32 FP32 FP32 FP64 INT32 INT32 FP32 FP32 FP64
b\\ Ll _t_l-_ INT32 INT32 FP32 FP32  FPe4 INT32 INT32 FP32 FP32  FPe4
I_ _I INT32 INT32 FP32 FP32  FPs4 INT32 INT32 FP32 FP32  FP64
TENSOR CORE TENSOR CORE
\ ~ - I\Y A\ Y o o p— \\ INT32 INT32 FP32 FP32 FP64 INT32 INT32 FP32 FP32 FP64
® \ W — — E\Y
u n INT32 INT32 FP32 FP32 FP64 INT32 INT32 FP32 FP32 FP64
Eb E a- 5 J: ‘ f& I T a_—) < INT32 INT32 FP32 FP32 FP64 INT32 INT32 FP32 FP32 FP64
j L_ q U\D INT32 INT32 FP32 FP32 FP64 INT32INT32 FP32 FP32 FP64
LD/ LD/ LD/ LD/ LD/ LD/ LD/ LD/ SFU LD/ LD/ LD/ LD/ LD/ LD/ LD/ LD/
\\ — ST ST ST ST ST sT ST sT ST sT ST sT sT ST ST sT
« SMAAITCIZLT W1 /T T —FRXE
S LO Instruction Cache LO Instruction Cache
I | Warp Scheduler (32 thread/clk) Warp Scheduler (32 thread/clk)
€ / (A] O O 2 A\ Y ( | 1 9 2 K B ) Dispatch Unit (32 thread/clk) Dispatch Unit (32 thread/clk)
Register File (16,384 x 32-bit) Register File (16,384 x 32-bit)
EE (; ( 5 57 E‘ ) uﬂ Hb INT32 INT32 FP32 FP32 FP64 INT32 INT32 FP32 FP32 FP64
INT32 INT32 FP32 FP32 FP64 INT32 INT32 FP32 FP32 FP64
-~ 7 ANY I — W
[ ) y I } — I\ X % J l j < l | DA i \\( j Z' 5 7 ’\ INT32 INT32 FP32 FP32 FP64 INT32 INT32 FP32 FP32 FP64
J— -~ INT32 INT32 FP32 FP32 FP64 INT32 INT32 FP32 FP32 FP64
—_— ~ AN
O e n C C " ‘ j: H \ A ( ( 1 Z, 78\ L \ 2 b INT32 INT32 FP32 FP32 FP64 TENSORCORE INT32 INT32 FP32 FP32 FP64 TENSOR CORE
A C / - F
A\ A\Y pr— — N i
7 ]—)/ \)I/X:E |) |: (,) :E) j:@UE":J(u_J%L\ NVIDIA AT100 Tensor Core GPU Architecture
q

INT32 INT32 FP32 FP32 FP&4 INT32 INT32 FP32 FP32 FP64

SFU

l

LD/ LD/ LD/ LD/ LD/ LD/ LD/ LD/ LD/ LD/ LD/ LD/ LD/ LD/ LD/
=t Bt e b Be et el o SFU P = SFU

192KB L1 Data Cache / Shared Memory

2023/6/29 EELS: GPU/C+H+
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GPUZOJSI I TCOHEARERE

« CORZARTIFCUDAREE CERAA

o CUDA thread CUDA core
- EEERDELY E%’vé:mz LR %L 3 i} |]
CCETR

. RIELATUUERRRT 3720 S
. Z I/\y |\“ J“ \y 7 7,3\\;;.__;2': Eé 'ﬁLL CUDAi{]fji block Multiprocessor(SM)

» TOVIBREYDALY REIE32DEE, s i} [nll

TINUFTT28LL LA HESR
¢ SM IC@%I?D “JOE%U U %T%O)b\%ﬁ CUDA-capable GPU

. TOVIRTIEI2 ALY REHTENME CUDA kerne grid

(CODHET—TEM) ml
AL TR IO ODEAE Sy L | - (|
WDy, B LX< TTOK

https://developer.nvidia.com/blog/cuda-

refresher-cuda-programming-model/
2023/6/29 mBa GPU/C++



tFECORGERM(RADWERL)

- Vector;: CUDA THOXLwRIZHS

« i

/§|J1

Z(LEBEADAVINT R (32DEE, TINIEXT128LL L)
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= A

- Vector DS

« Worker E

B CSMICRATND (DY, CARCEFTRICLARLSTOK)

« OpenMPOGPUATO—7 427 Tl& thread 2
- Gang: CUDATOZ )y RIZxtt

- Worker D&ES
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GPUD O SIIJFEDELETE

« GPULIZBE SOV ZWCEIBUEFEDOBIRNSEED
N—REBRE

CUDA C++ C++0DihsR i@t elge ShibENZL) CUDA Fortran NVIDIABRE
RETHEEENEZ D GPUERI—R

OpenACC B FZHE X MK CUDALYELY  OK IZIZNVIDIAPEE
CPUO—R&EHE (XEUEERS (GCCixabAMD%
{EATgE FNRY 7?) F<HKEBE
OpenMP X I X MK CUDALYELY OK NVIDIA, AMD,
(targetig="X) CPUO—R&tHE (XEUEERS (flanghRldE7Z  Intel
{EET8E FNRY7?) MHEEVVELS ?)
SEDEEHFIE  CH+H1T7LIE CPUTEHERUIO— Z<L<0DHIKHY Fortran 2008 NVIDIA
Fortran 2008 RH'EIK CUDALYELY (HIHGPUMNS 21
ZBMNMEAER)
HIP C++DiiER silmEbalgE sEEahEHZ% L) GPUFORT® AMD, NVIDIA
ZIXICUDA C++ GPUERI—F HEICHEF? CEsEldIntel® ?)
DPC++ C++, SYCL ? ? ? Intel, (NVIDIA)

(hipSYCLEH D)
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Fa'ﬂ%GPUﬂ:(OpenACC OpenMP, C++17, ---)

WS RIRERI—T ChdD_EZxAVINS(IBAD

(QEHE\/@J[#D\ZF)%)I/ T THHDT, HREICGPUETESIL—T)
« [EDGPUET 2N IEOVN1SEE

« RBANLAVINMMSDH

EEIEVPLTHIT D ANES S DIER

!

« B/ TOGPUIE(CUDA, HIP, )

« [ES5GPULT DN IZEHD TEZR, 5”’(:@**
« EOVDEEGRZEFEOD, REED TR CETES
« OpenACC, OpenMP, C++17TIZGPUILAE# LWIIL—TTHDoT

£, GPUTLTE3
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GPUTOYV I JICEHTER

- [UTokyo N-Ways to GPU Programming Bootcamp |ZBE=E&R

c BERSDFBETLAFSNTVET
- ISOFEEEE, OpenACC, CUDA

- IGPUT OV ST A IGEESEW

: OpenACC
« [OpenACCEMPIIC KB VILFGPUTOI ST A IEEEASER

: OpenACC+MPI
- GPUBTICRET BK—5 L1~



https://www.cc.u-tokyo.ac.jp/events/lectures/207/
https://www.cc.u-tokyo.ac.jp/events/lectures/206/
https://www.cc.u-tokyo.ac.jp/events/lectures/209/
https://jcahpc.github.io/gpu_porting/
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Jdif

« BOHASRVNES

1.
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#+
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#
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#
#+
#+
+

Fv>RIL

general

random
£133[E-gpuOT I ...
$141[E]-mpiEEE
5153[E]-mpiEtFE

2 156[0]-wisterias2 %
#161[0]-wisteriasE %
5165[@]-mpiE R
£5170[0]-wisteriaS2 %
176[a]-mpiEfE
£5181[0]-wisteria2 ik
25185[a]-wisterias2 %
$£189[E]-mpiE
25199[a]-wisteriaSEE%
55203[E]-mpiZEf
£5208[5]-cpp2gpu
Fv >IN ZEMT S
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v Frrxl

general

random

$£133E-gpu7Od > ...

F£141[E]-mpiEHE
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https://sites.google.com/view/slatickhtml/

— 7ok

» fEFE

X7 Wisteria/BDEC-01 (Aquarius)
. $ ssh USERNAME@wisteria.cc.u-tokyo.ac.jp

« REBELTOI—YZ(LEEIVYURTOH USERNAME OZ &)
- FIFEES: tABCDE(ABCDEIZ, BEHEIHZ TSI
« BT IL—7: gt00

i)

THARR
+ 7/29 9:00F TH

SEAEBELSEEDOERIZymiki[atlcc.u-tokyo.ac.jpE T
« Slack TEBRAULTWEZIZWTHEREE T
« BBV NI RTIR) ARDIERT IV AT AIXEDRWTEE

2023/6/29 mam GPU/C++
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NVIDIA GPURIFICEFIETGPU1L

« WRETDIETHE NEFETE (ERE)
- EZER M (2K Leapfrog, shared time step)
- FZEZRMAIT(4"Hermite, block time step)
. SARLTHZETOISIVIFH
« OpenACC
« OpenMP
e C++17
« CUDA C++

 SEESH Y FII—R (LFEOGPUES)

» CMake O T)LELTESIRA(HDF 53R [ REDFI%)


https://github.com/ymiki-repo/nbody

NAETE(ENZHETH)

* *i%t P, LJ(L_1@J< '

'JL\‘CJZ%"—

CEAICKDRDEEELZ, EEFAIEINIC

Gm,; (x; — ;)
Z 3/2
(\:L'J z;|” + € )

BFfETED: O(N) ;
/@
« ERMNCKL[ESHEE
s I-¥F EhEw 7“5*4?
o JRIF BT RIFTTHF ®
o (NRETEDEFMILENI KX ABCICAD =Zh3)

2023/6/29
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https://www.cfca.nao.ac.jp/content/2022%E5%B9%B4%E5%BA%A6-n%E4%BD%93%E3%82%B7%E3%83%9F%E3%83%A5%E3%83%AC%E3%83%BC%E3%82%B7%E3%83%A7%E3%83%B3%E7%AB%8B%E6%98%A5%E3%81%AE%E5%AD%A6%E6%A0%A1

OpenACC/OpenMP TOHZEEAET

1. Unified Memory &> T3

« GPU_LDOXEURER, CPU-GPU BIDT—YEnElEETHEE

« XY IFEREDTDGPUREICES

- (¥IFO7PCPURITMD)OpenMPEEINTLINI, _
#tpragma omp parallel for ZGPURITDIRTRNICETHEZ TLIL

2. (Unified Memory E3&TOMEREICTHE TTEVSEE)
TR ZEFEO>TI—RE7YITT—h

- Unified Memory Tl&, —BXEJZ:RA T, X—JJFIVEDHNIE
N—ROY T PRI TR— B ToRES W\ S M

« WERT—YEREIZB D TIHRRULEADBIARISELS RS
- Unified Memory TIFCPULD7RL AEGPULD7RLU X Z[R—

HAUTUES DT, GPUDirectZNDige s 3E]

19 BRICAF



OpenACCTOEE(ERET)

» #pragma omp parallel for ZEETZ TLIL

s MFRERIICHFICEEREDICDULTIE, Ry REDREEE
e vector(ALWRE) &UTOVINM SIS (REFIETT0)N)

#pragma acc kernels
#pragma acc loop independent vector(NTHREADS)
for (type::int_idx ii = @U; ii < Ni; ii++) {

I }

#pragma omp parallel for
for (type::int_idx ii = @U; ii < Ni; ii++) {

#pragma acc kernels
#pragma acc loop independent
for (type::int_idx ii = @QU; ii < Ni; ii++) {

#pragma omp parallel for
for (type::int_idx ii = @U; ii < Ni; ii++) {

i }
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OpenACCI—FDAVINAMIVEERE

» NVIDIA HPC SDKMRITDI5%k
*$ nvc++ -acc=gpu -gpu=cc80 -Minfo=accel,opt
« JDOBFICE -acc=gpu ZIEET D
*$ nvc++ -acc=gpu -gpu=cc80,managed -Minfo=accel,opt
« Unified MemoryERERFOI VNIV AE
« DBFICE -acc=gpu -gpu=managed ZIEE I D
¢ TN TER Y BRI R IR
* NVCOMPILER_ACC_NOTIFY=1
« GPULTA—RIVAERITINSTZUICIBHRZEL
* NVCOMPILER_ACC_NOTIFY=3
- CPU-GPURBIDT—%E#mXIC B9 S 1E3RE LT
* NVCOMPILER ACC_TIME=1
- CPU-GPURBIDT—9mXH X UGPULTHEITHEZ L]

2023/6/29 mam GPU/C++



HBMAOOTAEY U TIVOERE

*$ ssh USERNAME@wisteria.cc.u-tokyo.ac.jp

*$ cd /work/gteo/$USER

«$ git clone https://github.com/ymiki-repo/nbody.git
*$ cd nbody

2023/6/29 #EES GPU/CH+
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AINIVAYE

*$ module load cmake nvidia/22.7 hdf5
« nvidia/23.3(default) FHDHDFSIRIEN R

*$ cmake -S . -B build nvhpc
* $ mkdir build nvhpc; cd build nvhpc; cmake .. # &RIU

*$ cd build nvhpc

*$ ccmake -

:i

Hermlteli‘c' U7z A, HERMITE SCHEME’EONL&E

#‘Cnﬁ%’ibf ITNIE, EP L, FP ME6AICTE

B

*$ ninja acc_managed
« BIZ $ ninja ZIFTHEOKTID, MBICEZLTADEILFHEY KT

2023/6/29

BmEm GPU/C++
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moduleDIgE

e AT oA TSVEFEDEREZZYNYD
« OdysseymlIFTELEIV/INMS M

$ modu
$ modu
« Aquarius
$ modu
$ modu

2023/6/29

Pl

e load fj (fimpil&BE
e load odyssey
alFgcc. cuda, Open

IICO—REND) Kl

MPI(CUDAXY) 2 fE R

e load gcc cuda ompi-cuda FE7zI&

e load aquarius cuda ompi-cuda

» IREEERHADmModuleZiEzRd I

$ module list

« Wo7/zlF(module IRIBEZEIBU/Z<7Ro7/zkF) &

$ module purge

BmEm GPU/C++
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moduled—

« HEAHAPORIE CEINTE3EHEDZMEES
$ module avail
e FELVHDIESR (FlIEModuleName &L\ moduleDAII T ERTR)
$ module help ModuleName
« SRECNDIPATHRE DIESR (FlIEModuleName &L\ SmoduleDIFHE)

$ module show ModuleName

« 2 TCOHEREZMER(Wisteria/BDEC-01RIFICIREINZOITYR)

$ show module

ApplicationName ModuleName Node BaseCompiler/MPI
Archiconda archiconda3/0.2.3 odyssey
Arm Forge forge/21.0.2 aquarius

2023/6/29 mam GPU/C++



$>$I

*$ pjsub -x EXEC=bin/acc_managed
sh/wisteria/run_nvidia.sh

» sh/wisteria/run_nvidia.sh RICE# EXEC=bin/acc_managed &E&F A
WIEET $ pjsub sh/wisteria/run nvidia.sh EUCHRED

« FRICIRTIDE, FEI7MILAARATNBIELT T
. log/collapse run.csv
« TRIVF—REFLTWBZEZHER(Bim25DEEN 0.005 KUT7IT/NhEW)
- dat/collapse snp[000 - 0801.[h5 xdmf]
» AL CCRIBEL CEIERRET IV I AN, (RIS
RXDEE L) S ElIFElE
- Julia VT ZEFE>TIRIVF—RTE EU7ILLEDREE LR
- Julia RV T hZEE> TRIFmOREE L =R
« VisIt ¥ ParaView Z{E> CHRIFoHmDRERE(LZEFRT

2023/6/29 mam GPU/C++
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23T A0V TrDERAR

)N —RT)V—T4: lecture-a
FMAGPUZ: 1 GPU{ER
| " " E1THRERIR: 159

L peer s rhen R IL—T%&: gt00
t1 KITI71IVDIEE
module purge f%i%‘%ki

module load nvidia/22.7 -~ S s —
module load hdfs GPUYaJZ#%1T

cd $PIM_O WORKDIR
numactl --localalloc ${EXEC} ${OPTION}




Wisteria/BDEC-01 O3 JET

» LUFD2:@Y DERITHEENHY XY
1. INwFIITET
¢ NYFIITYURTLICAIREREEL TRIT

» FITLEVIBZE D 7)L(I3TRIUTH) THER XBERT NIV T
« /N VEIE TR INFDITETDH,
» KIRRITH SX4 GPUs 1595 T

. \&Vi_gteria/BDEC-m (Odyssey) TlE, &K2304./—KF(11059237), 2455HE]

- Wisteria/BDEC-01 (Aquarius) Cl&, &K8./—R (64 GPUs), 248FEET
2. 19507473 TFELT
« PCTOEITDLDIC, ANIEZ AU TELT
. X/\"]‘J\i)%iﬁ_@(a*—ﬂ’ﬂ_é(i@\,\
- T/INVYIH, KEREEITIEITERN
e« 1./—R(4837): 3093FT
e 12/—KR(576377): 1T03XT

2023/6/29 mam GPU/C++
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AN 215 Fa =N

» ANAVIRIRETIE, BRI, 10950714 TRT (AR
CTEITIDCO)IETTFEA
» V3 TIE/INYFUETRITUET
/\\‘V}:\::L—_
¥ _ o - SaTERYY [ — [
@, = e
— = 47
1 0 s

2023/6/29
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INYFFX1—D/RESLE

- Wisteria TO/\WFUIRBIL, ELED/NYFIRTLTERE

 FEOAVIR:

LL]

« IIATDI’RA: pjsub <3 TRV TRE>

« BOMRALUIY I TORHIESS: pjstat

« AIITDHIFR: pjdel <23 TID>

« SHE ./ —RODAAEEZERS: pjstat --rscuse
« I\WFF1—DIRREZ B S: pjstat --rsc

« NYFFI1—DF

HfER = RS pjstat --rsc -x

 BITONTWBIITHERSB: pjstat --rsc -b

- BEDAEFEZRS: pjstat -H
« EFFICIBATEDH-ETTIBdHERS: pjstat --limit

2023/6/29

BmEm GPU/C++
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SZ ATV TAITEITDVYUR
(RBERT7 NV ETIEEAFEA)

« 1./—RZEfT
$ pjsub --interact -g 7 )L— 7% -L rg=interactive-
a,elapse=01:00

- 1 GPUZETT ) o
$ pjsub --interact -g J)L—7J% -L rg=share-
interactive,elapse=01:00

s MY STTATRD/ —FRETHEODNTWSGE, BRMNZEL

 AHBR

FCOJMVUTIEHA

2023/6/29

1D T IV TIEEZFEA

BmEm GPU/C++
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AHALEERTOF

« RBBSPDF1—F
- tutorial-a
« FAN159FKT
- x AGPUZE4 GPUs(1./—FRA)ET

JI—TE

c NiBBSRTERDF1—4
. lecture-a
« FIFAZMtutorial-a&[EHk

« J)Vb—T%: gt00

2023/6/29 #EES GPU/CH+



sTERRARDAFREHI(T/2)

- https://github.com/ymiki-

repo/nbody/tree/main/gallery/validation/fig

| ] I I | 1.5F ] I T I ] | -
—E Eio
E 05 ;-
0.0




SHERROARILHI(2/2)

L

AN
DB: leapfrog4096_snp080.xdmf
: ; . ] Time:10
2 (a) zv,-map - (b) yv,-map Pseudocolor
Var: potential ¢
01334 X-Axis
[TT 7T
. 1 -09742
-1.8156
= O 7 + ) -2.656 | ]
! 4 ! ' ' ' 4 | —-3.497 |
(a) = .0 -
| bleres TE 4
: ~1F + ‘ /
0.5k | 4
| ]
-2 T | f {
0.0k ¥l 1 1 Ls I L 1 I 1 1
+ -1.0 -0.5 0.0 1.6-1.5 —-1.0 —0.5 0.0 0.5 1.0 ‘ [ /
x y |
—0.5F B I / b /
T0Y-Axis/
~10F B “ | 4 “
+ T T T T L ]»‘
(c) zy-map ) R
Lok 4 ‘
0.5 o L‘
i Y f:
= 0.0F T / V/ 4
; ]
—0.5F o t
: Z—— x 7
-hor T - user: ymiki
FriJan 6 15:13:43 2023
-1.5 L 1 1 1 1 1 1 1
-1.0 —0.5 0.0 0. 1.0 —1.0 —0.5 0.0 0.5 1.0
SEESS1 AN -
BB GPU/C++
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OpenACCTDEER(T—YErnxak7)

« Unified MemoryZ{#EHRV\SEDHNE
e GPULICEKAREST—Y, BT —VEnX =I5 E

#pragma acc enter data create(pos_ptr [@:num], vel_ptr [@:num], acc_ptr [@:num])

#pragma acc update device(pos_ptr [@:num], vel_ptr [@:num])

#pragma acc update host(acc_ptr [0:num])

#pragma acc exit data delete (pos_ptr [@:num], vel_ptr [@:num], acc_ptr [@:num])



51

AV INTIVEETT

*$ ninja acc data

*$ pjsub -x EXEC=bin/acc_data
sh/wisteria/run nvidia.sh

s BATNBDT7PMIVBEREUZITNIL,

* $ pjsub -x EXEC=bin/acc_data,OPTION=*“--file=NAME”
sh/wisteria/run_nvidia.sh

c IEBICRTIDE, P71V ATNSIZT CTY
- log/collapse run.csv

« TRIVF—FREFLTVWBCEZHER(HIR25DEEH 0.005 KWUF7IT/NhELY)
- dat/collapse snp[000 - 080].[h5 xdmf]

2023/6/29 mam GPU/C++
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OpenMPZHWWTOHOGPU1E

. EpenMP 4.0 LIECIEX7 o5 L—9 DA TO—FZR—

« OpenMP 5.0 Tl& loop $5=EIHEND
« OpenACC HRZEEMNTETD
« ALY RTOVIBEREIFETAVINMMIICHER
« BGAMICIEZOpenACCLY HiEER
- NVIDIA, AMD, Intel »* OpenMP TOGPU{tZR—k

« AMD, Intel [F(EF2&)0OpenACCZESR—RULRL
Cray JAV IS THNIEAMD GPURITDOpenACCE T R—K

s BRICEDTRIY —OVIALIIEECTKTRUSITANEIN?




OpenMPTOE&E(EREER D :distribute)

» #pragma omp parallel for ZEETZ TLIL

- HEEMICHFICEERTDICDWLTIE, ALY REODEAZEEL
e thread limit(RLwEFE) ELTOV/INAMSITRIZ (BEEILTTRUN)
« NVIDIA HPC SDKTIEZCOREMNEHRINT, 128ICR>TULSHIR
e num_teams(F—LZE) EVLWDAZEEHD(HY, bFUELZIETR)

#pragma omp target teams distribute parallel for

#pragma omp parallel for : .-
S . L. simd thread_limit(NTHREADS)
for (type::int_idx ii = QU; ii < Ni; ii++) { For (type::int idx ii = OU; ii < Ni: ii++) 4

I }

#pragma omp parallel for ig;ggma omp target teams distribute parallel for

P (87208 anh & (I bk & L0 b)) < for (type::int_idx ii = @U; ii < Ni; ii++) {

s e /00 = pU/G++



OpenMPTOHEE(EFEEFD:loop)

» #pragma omp parallel for ZEETZ TLIL

« (FoibD)distributekWE, AVINMI(CEBLZEEFENDEREKE
« OpenMP 5.0 TEATIN/ZEEE
« ALY REZEIDINSITRIZT B ATEERLN
« NVIDIA HPC SDKMDIZ&EIE, C55MADEVEIR
(A INMTHEIRULEEZA DY RED &E Cdhr D E D RIRSRA)

#pragma omp parallel for #pragma omp target teams loop
for (type::int_idx ii = @U; ii < Ni; ii++) { for (type::int_idx ii = @U; ii < Ni; ii++) {

}.

+



OpenMPTDE=(T—YHREEl7)

« Unified MemoryZ{#EHRV\SEDHNE
e GPULICEKAREST—Y, BT —VEnX =I5 E

#pragma omp target enter data map(alloc : pos_ptr [@:num], vel_ptr [@:num], acc_ptr [@:num])

#pragma omp target update to(pos_ptr [@:num], vel_ptr [@:num])

#pragma omp target update from(acc_ptr [@:num])

#pragma omp target exit data map(delete : pos_ptr [@:num], vel_ptr [@:num], acc_ptr [@:num])



OpenMPO—FDIAVINAIVAEERE

- NVIDIA HPC SDKRIT D15k
*$ nvc++ -mp=gpu -gpu=cc80 -Minfo=accel,opt,mp
« UDBFIZE -mp=gpu ZIEETD
*$ nvc++ -mp=gpu -gpu=cc80,managed -Minfo=accel,opt,mp

« Unified Memory/{&

IOV INMIVATE

« JOBFICE -mp=gpu -gpu=managed ZIEE I D
« ZEFXCTICAMDEGPUMIT00)EIFICOVINAILT BIHE

« $ amdclang++ -target x86 _64-pc-linux-gnu -fopenmp -fopenmp-
targets=amdgcn-amd-amdhsa -Xopenmp-target=amdgcn-amd-amdhsa

-march=gfx908

2023/6/29

BmEm GPU/C++
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AV INTIVEETT

*$ ninja omp dist omp _dist data omp_ loop
omp loop data

*$ pjsub -x EXEC=bin/omp dist
sh/wisteria/run_nvidia.sh # D=EITI7AILEEEK

c BASNBDT7MIIBZZEEUIZITNIL,
*$ pjsub -x EXEC=bin/omp dist,OPTION=“--file=NAME”
sh/wisteria/run_nvidia.sh

c IEBICRTIDE, FEE 771V ATNSIET CT9
- log/collapse run.csv
« IRIF—REFELTWVWBRZEZMER (AIR25DEEN 0.005 KWU(Z/hELY)
- dat/collapse snp[000 - 080].[h5 xdmf]

2023/6/29 mam GPU/C++
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C++17 Parallel AlgorithmshRMD3EZE

» #pragma omp parallel for ZEETZ TLIL

» GPUMITIZFEHMEUTZZEE A ETILRLY
e FOIKEULI—REZYIIVFIPCPURAIFICOVINAIVTES
« CUDAEZXEZREEBCEETETSDN, LX) YRIEHA DD TIEHERE

o IRF R CIXFTER (EFRRY) 0880 6 6 DAY A RD T, ATEFEH DS
L\)\’CEL\E'OIEH%?E_CEL\(é:L\’Jd)b\ﬂEIAEI’J?&ZIXJI\)

#include <algorithm>
#include <execution>
#include <boost/iterator/counting_iterator.hpp>

#pragma omp parallel for

for (type::int_idx ii = @U; ii < Ni; ii++) { std: :for_each_n(std: :execution: :par,

) boost::iterators::counting_iterator<type: :int_idx>(
OU), Ni, [=](const type::int_idx ii) {

1



61

FES5a COMWINHEICET DE

e FIR—IDAHITIE, counting iterator EBOOS’E C++ Libraries
NSIALEN, £5 2 AN OELEL T4
- B CEREUTEOK(EAEIZZA..)
- NVIDIA HPC SDKMZE I, thrusth oM A TEOK
« JVINMSHNVIDIAREY ICR S DT, BESEDOHEEZEFE D FRILRD ..
» WERRREMREIN TS ED (std: s sort, std: :reduce’qe)|C
’JL\—CI?I, EITR D —EIEET D& IRV T X LB EFT
 std::execution::seq (FRUIE)
« std::execution: :par (¥ILFRXLYR{LZEFA])
e std::execution::par_unseq (¥ILFRXL WML and/or RN EZEFA])
« ALY R EREZ T DAE, T — IR EIFFELRL)
« COFAEE, GPUERICFHMELZTOT ST FETIFERL)
« Unified Memory Z{#E3 CEDRHRERD TS

2023/6/29 mam GPU/C++



SHEEETOIVINMIVAE

- NVIDIA HPC SDKRIT D15k

*$ nvc++ -stdpar=gpu -gpu=cc80 -Minfo=accel,opt,stdpar
« JOBFICH -stdpar=gpu Z1EEIT D

*$ nvc++ -stdpar=multicore -Minfo=accel,opt,stdpar
- YILFIPCPUAIFICOVINAILT BIZAR

2023/6/29 mam GPU/C++
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AV INTIVEETT

*$ ninja stdpar

*$ pjsub -x EXEC=bin/stdpar
sh/wisteria/run nvidia.sh

s BATNBDT7PMIVBEREUZITNIL,

* $ pjsub -x EXEC=bin/stdpar,OPTION=“--file=NAME”
sh/wisteria/run_nvidia.sh

c IEBICRTIDE, P71V ATNSIZT CTY
- log/collapse run.csv

« TRIVF—FREFLTVWBCEZHER(HIR25DEEH 0.005 KWUF7IT/NhELY)
- dat/collapse snp[000 - 080].[h5 xdmf]

2023/6/29 mam GPU/C++



Fortran1—1a)lFIC

« Fortran 2008 Hh'\5, {Z# &

E L TOIFEN T R—E

« C++17 MIZFEERRRIC, nvfortran TIEGPUIED IR

« doXZdo concurrentlCEULT:

HIMERTRE Cdr D & BHED

e C++17 DFERIVEEZTHEZAININ R KLY
. RIBHIPRREZC+H+EFortran TAE<GEDS
- Unified Memoryh iR DIFXCH++17DHZE ERU

 BEEH

« OpenACC/OpenMP REICDWTEERBATNTULES


https://www.cc.u-tokyo.ac.jp/events/lectures/202/

BREFER COERLEZELTHD

*$ ccmake -S ..
 BENCHMARK_MODE=ON |CZE (HX1T T Enter Z A7)
. [clonfigure = [glenerate

*$ ninja

*$ pjsub -x EXEC=bin/acc_data,OPTION=“--num _min=2097152
num max=2097152 --num bin=1 --flle benchmark?”
sh/w1ster1a/run nvidia.sh

« [EI#RIC omp dist data, omp _loop data, stdpar HET
» MEREEIEER - LEELU CTARULELD
log/benchmark run.csv DGIEH S 35BN EEEEE

/z \

« $ ccmake -S .. NS RELAXED RSQRT_ACCURACY=ON @“%)é:?

* $ ccmake -S .. H'S OVERWRITE_DEFAULT=ON |[CUL7zD X C NTHREADS (DfE

ZHVBADEE DD 7

2023/6/29 mam GPU/C++
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SERREDERE—VER TR

- NVIDIA A100 (SXM, 40GB)
« 108 SMs (32 FP64 cores per SM, 64 FP32 cores per SM)

« GPU Boost Clock: 1410 MHz
« SETIOVIVIT (FPOAICIEXTI) IENAETIHEZR RLNDTERE UL
« FP64: 9.7 TFlop/s

- FP32: 19.5 TFlop/s
« G — O M BEIXFMA (fused multiply-add) arsh a7
DT, NIRETE CERRICCDEREN T D &R

« EEI1—RTOIRE (EEEAENS FlopstBHEEIRE)

- Leapfrog: 24 Flops per interaction
- Hermite: 46 Flops per interaction




HOTERRLTHD

- WRNDI—K: cpp/base/0 base ZOE—ULZEITDED
« OpenACC: cpp/openacc/exercise/nbody *.cpp
« OpenMP: cpp/openmp/exercise/nbody *.cpp

« BRI HET:
1. £ 9 1% Unified Memory Zi1RICUTCETER R 7ZI7GPU1L

. /klg_, Unified Memory Z5 U TEER
53/ openacc openmp]/exercise/CMakelLists.txt MH T, managed &

3 (27 F) Z RS
-gpu=cc${NVIDIA GPU HARD},managed = -gpu=cc${NVIDIA GPU HARD}

« -gpu=managed &»D1TZHIFR

*$ ccmake -S .. DS EXERCISE _MODE=ON LT ninja
« OpenACC: $ ninja acc_exercise
« OpenMP: $ ninja omp exercise




JO—Fv—h

IjJ

SIdLeapfrogizDEE
« HermitelEZE REMNEHRNILERRIZDY, B

BRI TEIF-BIEFEICEOTHY, X
JZRFIFZC KDY —MUEEENNS D

o PIEASRAFERL, 7 7V Ak (EGPU

{EL<TOK
SEROMT T

—YNEGPULICH D7z,

Yo EVINs

N ADERIICCPULD

T — e EIT DIEEIIE
(TP X EEZREDEHT)

» EEERIEE—FIC

HULTIL, ENEtEE

[TZEYIRTEEICEOTLSD
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Compute Unified Device Architecture

» NVIDIA#TDGPUZXN R ELIET OS5I 0

Bz

o C++D¥R(EIEC/CH+DILERIE > =H8-)
BHEHULRVLWTREL)

+ GPUDAEREEZ (B FY))
» Z< DALY R EER

« ZEOIATZEBIICED =6
o JO—INILXEUANDTOLRVAT Y %[EiK

« JOVI: ALYRDES

2023/6/29

- HIRY(C LT 28- 5122[/‘/#75
« JTIT7—RXEY, L1FvvI1aHE
« EIHAIFWVLWS DO\ DRIE TENS

« REEVZ YRR ERZEE

SP

O /=
= 5=4

HERGPU/C++

Grid

Block (0, 0) = Block (1,0) | Block (2, 0)

Block (0, 1)/ Block (1, 1) Block (2, 1)

% / \ \
/ / \ .

/ Block (1, 1) \

CUDA C++ Programming Guide (Version 11.2)



CUDA C++T=Ekx7J 5FEDEmIEH

- GPUD#EE](cudaSetDevice())
- CNHUERDIFEBGPUERY ICT<IEA |
- 1 GPU / MPI ’OEXT&HMNIE, CUDA VISIBLE DEVICESHMEF

o TINAAXEDMHEFR(cudaMalloc())

« T—YELEFAXE!) DIER(cudaMallocHost())

- CPUe GPURIMD T —%H51% (cudaMemcpy ())

-  global BEERDEE(CPUMNSEEITSGPUREZ)

« device BFENDERE(GPURHENSHU L TGPUREE)

e N—RIVIIE LT R DENM (kernel<<<blck, thrd>>>())
« FEIRUZ XTI DB (cudaFree(), cudaFreeHost() )




BZGPUILE DIERELEER

59 or EEITEVETH,

 OpenACC

CCUDAM8-9&I=

- CUDATEHORBEILZERELUEO—REHEIN TR EHAZ)

- CUDATC3

« 1zFRICCU

DALY ESIROzEVDTE

ER U LKL, EVLWOREEDI—REDLENZ )

ReRESNDEHLHUYEIITH,

CUDAHIOTZE( LN EY TLWVEWATLEL? EBDOTEVLTLS

« OpenACC
CUDA C+

7 n%

2023/6/29

/OpenMP/C 17 CTEi& —R &,
+ CEELRD —I\“é:d)'l*:ﬁ‘é%%ﬂﬁ?;?&
=TCIECUDA C++é7]ﬁl§§’(liﬁ’*m| UERTBAN, FDDUL

f_—ﬁu<bh\0>:| REDELERFETITLET
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5 GPULEDEREMEL)

« GPULTEITINSRAMLIEFEAEITS
« GPULTOEITR T ZFF/C U'L_CPUJ:'C/K@ P 1373\\55?‘}1\'115
« OpenACCRETIE, FHARICEITIN TV
e cudaDeviceSynchronize() [CKDTETHRIETETD

« 15[C Unified Memory ZE3EHESICIET[ZE DIFRV\EBR

- GPU

- CERITINDBBREIFCUDAR M —AICHRT<

o T IAIVERAR)—LDAZEFEITVNDGTICIE, BT dMNERL

. B

— AN =LA TEERTIBFRED—EMENRILESND

 cudaDeviceSynchronize() Z AN C[EHIT DNEILARL)

« BEOCUDAR KN ) —LZFEO>TUEZEA—/N—ZV T T DT EEHEE

« cudaStreamSynchronize() REZFE>TEYICEET S



CUDA C++ThOE=(HF§EhR:1/5)

X9 FGPULTE{ESE/=VL\EE=GPU1L
- BABERDIFCEIC_ _global  Z=DIF3
o GPULDBEHENSIENEHICDWLTIE,  device ZDIFD

—

« —ENMAIDforXZHIBRL, KDOYICEFRESNDI AL YRIDERA DT
e if(ii < Ni){.} ZD2FRVTILELDIC, ALY RBDEHEDAE) ZHER
o RDICHERUIEXTEVEEICIE, BE0DHFZEV THIFIXEHERBRIFIELL
o (WI=EDGZEICIETEDI—TREBIH, flIHV\GERD TEARS)

void calc_acc(const type::int_idx Ni, const __global__ void calc_acc_device(const
type::position *const ipos, ---) { type::position *const ipos, ---) {

#pragma omp parallel for const type::int_idx 1i = blockIdx.x * blockDim.Xx
for (type::int_idx ii = @QU; ii < Ni; ii++) { + threadIdx.x;

+

}



CUDA C++ThE=(HFEENR:2/5)

« GPUILUzEEE = CPUN OIEENT D
« ALY R, BETA Ao ERTOYOEERE (YOO ER)
« ALY R#L: NTHREADS
- JOVOE: YU UORIEY BLOCKSIZE Z={EMH
. z\<<7“l2|‘y7§5(, ALY R, BIRERT DI TR XEURE, AM)—
>>>
« BADIFIEBBINSCENZ \N(TIAHIVNREZTDEREER)

constexpr auto BLOCKSIZE(const type::int_idx num, const type::int_idx thread)
{ return (AU + (Cnum - 2U) / thread)); }

static inline void calc_acc(const type::int_idx Ni, const type::position *const ipos,

type::acceleration *__restrict iacc, const type::int_idx Nj, const type::position

*const jpos, const type::flt_pos epsZ) {
calc_acc_device<<<BLOCKSIZE(Ni, NTHREADS), NTHREADS>>>(ipos, iacc, Nj, jpos, eps2);
}




CUDA CH++ThE=x(HFER:3/5)

- Unified Memory Z{ERT 355
« XEYDMWER- BR/ZITEEh I NILOK
« (CPU-GPUEIDT—EmXXB7 TIXAIE ULARLY)

auto size = static_cast<size_t>(num);
if ((num % NTHREADS) != @U) {

size += static_cast<size_t>(NTHREADS - (num % NTHREADS));
5

cudaMallocManaged((void **)pos, size * sizeof(type::position));

cudaFree(pos);



CUDA CH++ThEXR(HFEIR:4/5)

- Unified MemoryZ{ENRVWERIL, T—YErnXxEECuh

cudaMalloc((void **)pos_dev, size * sizeof(type::position));

cudaMallocHost((void **)pos_hst, size * sizeof(type::position));

cudaFree(pos_dev);
cudaFreeHost(pos_hst);

cudaMemcpy (pos_dev, pos_hst, num * sizeof(type::position), cudaMemcpyHostToDevice);

cudaMemcpy (acc_hst, acc_dev, num * sizeof(type::acceleration), cudaMemcpyDeviceToHost);



CUDA C++ThE=(HF#EHR:5/5)

« HEUMNENHNIL, cudaDeviceSynchronize ()% B
- GPULCEA#ZiEI TS &, BABOKR T Z=F/29 ICCPUICAIENFESD
« BEOCUDARKN)—LZFEOTZ5EICIT, tc_b‘T_HHb\LZ\g
- MEEHIERRE, GPULDREHDIRREZIIET NEHE (TDOH)
. ;_J‘\ni;_ieigAMemoryﬂi JUTZERIC, CPUb\bEﬁHjuLﬁ‘T SHARL
_ D/’

auto timer = util::timer();
cudaDeviceSynchronize();
timer.start();

calc_acc(num, pos_dev, acc_dev, num, pos_dev, eps2);

cudaDeviceSynchronize();
timer.stop();




CUDA CH++ThaVINTIVAE

*$ nvcc -gencode arch=compute 80,code=sm 80 -Xptxas
-V, -warn-spills, -warn-1lmem-usage -lineinfo
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INTIVE }

cd ../ # KTt CMakelists.txt DHDTAILF(ZHEF)
module purge # loadBEHDmodulez—BH=TH9
module load cmake cuda gcc hdf5

cmake -DUSE CUDA=ON -S . -B build cuda

cd build cuda

ccmake - T IOAIDHREZ ﬂ%‘bf WSS
F‘*E*F‘Cnﬂé-b?' ITNIE, FP L, FP ME6AICE
« HermiteZTalU7zL\ A3, HERMITE SCHEME’EONL&E

*$ ninja cuda unified base cuda _memcpy base
« BIZ $ ninja ZIFTHEOKTIN, MBICEZTADEILFDHEY KT

o
A A A A A A

I|-|JI
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AT

*$ pjsub -x EXEC=bin/cuda_unified base
sh/wisteria/run cuda.sh

*$ pjsub -x EXEC=bin/cuda_memcpy_base
sh/wisteria/run cuda.sh

c BASNBST7MIBZZELZITNIL,
*$ pjsub -x EXEC=bin/cuda unified base,OPTION=--
file=NAME” sh/wisteria/run_cuda.sh

c IERBICRTIDE, P77 MR ATNBIET T
- log/collapse run.csv
« IRIF—REFELTWVWBRZEZMER (AIR25DEEN 0.005 KWU(Z/hELY)
- dat/collapse snp[000 - 080].[h5 xdmf]

2023/6/29 mam GPU/C++
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CUDA C++IJ—F0OmE1tL

s FE/R ALY REDEIR
« BCRALYRFRZZZDEEDREEHENZENDIMNEERL TH TSI
« CTDIEITFRHDIRZHIFER
e _NIZCPUOI—RDOFZFERAU
o EERGHELLPEE B IR DE B
.« NIFSHEDEBAIE, rsqrtf()ICL3EEENEREE (NVIDIA GPU)

» NVHPCC RELAXED_RSQRT_ACCURACY=ON § % &iR<7%5HIEH
(nve++DIVINAIVATaIC -Mfprelaxed=rsqrt ELDD)

- AMD GPUMDIZRICIL,  frsgrtf_rn()HARX

e JIT7—RXEUDEHRE
- AT00TIg, L2:\:‘\7‘JJJ_0)"§~§73\1 A72(6 MB=>40 MB)Z &t YURHER
(= H—ﬁﬂsﬁbﬂ)ﬁi ECHENRYIZELSIRDTE)

« MR ARIVDIEAEDEAN (ZERIFCCEXTIEPUREA)
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AV INTIVEETT

*$ ninja cuda unified rsqrt cuda memcpy rsqgrt

*$ pjsub -x EXEC=bin/cuda_unified rsqrt
sh/wisteria/run cuda.sh #f tMDETI7IVERERE

HEASNDIT7MIVBEEELZITNI,

* $ pjsub -x EXEC=bin/cuda_unified rsqrt,OPTION="--
file=NAME” sh/wisteria/run_cuda.sh

c IERBICR T IDE, Fa 77 MIA R ATSN3IE9 C¢9
. log/collapse run.csv

s TXRIVF—RKEFLULTWBRZ EZHERE (Him25OEFEH 0.005 KU+(Z/NhELY)
- dat/collapse snp[000 - 0801.[h5 xdmf]
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IITP—FXEZEESTZE=DA

__global__ void calc_acc_device(---) {

° E?iErJlu_ﬁ%i{ﬁéij_%ESIL_lEt, GPU
BN shared %D

ITT_ZTjéi;:qlgx CZEFSleIEfx:)P<

s JOVIRDEALYRH
l:)EUb %%%zi?iiIﬁﬂngQCZ)_ZF,
JIT7—FRXEJLEDT—
YeZEIDRICIE
__syncthreads() && %
DIFCHIET S

. %?_’I*Zﬁﬁla*)l/— S 0—
)T DEEICEMKTE

__shared__ type::position jpos_shmem[NTHREADS];

for (type::int_idx jh = @U; jh < Nj; jh += NTHREADS) {

const auto pj_tmp = jpos[jh + threadIdx.x];
__syncthreads();

jpos_shmem[threadIdx.x] = pj_tmp;
__syncthreads();

PRAGMA_UNROLL
for (type::int_idx jj = @U; jj < NTHREADS; jj++) {
const auto pj = jpos_shmem[jj]l;

h
L

iacc[ii] = ai;




AV INTIVEETT

*$ ninja cuda_unified shmem cuda memcpy_ shmem

*$ pjsub -x EXEC=bin/cuda unified shmem
sh/wisteria/run cuda.sh #f tMDETI7IVERERE

HEASNDIT7MIVBEEELZITNI,

*$ pjsub -x EXEC=bin/cuda_unified shmem,OPTION=--
file=NAME” sh/wisteria/run_cuda.sh

c IEBICRTIDE, P71V ATNSIZT CTY
- log/collapse run.csv

« TRIVF—FREFLTVWBCEZHER(HIR25DEEH 0.005 KWUF7IT/NhELY)
- dat/collapse snp[000 - 080].[h5 xdmf]
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BFERERFEE COMRELEERZELTHD

*$ ccmake -S ..
 BENCHMARK_MODE=ON |CZE (HX1T T Enter Z A7)
. [clonfigure = [glenerate

*$ ninja
*$ pjsub -x EXEC=bin/cuda_memcpy base,OPTION=“--

num_min=2097152 num_max=2097152 --num_bin=1 --
file=benchmark” sh/wisteria/run_cuda.sh

e [A#kIC cuda_memcpy rsqrt, cuda_memcpy_shmem ©E1T

- EREZHESR - LEE L THFIR UL D
. log/benchmark run.csv OFIHEHNS 3FIBHEEMEE
- BZGPULLIZO—REDMERELLIE ?
* $ ccmake -S .. H'S OVERWRITE_DEFAULT=ON |[CUL7zD X C NTHREADS (DfE
2P VBADEEDRD?
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CUDARRI—R DMREDIT FEURTFE

- Wisteria/BDEC-01
(Aquarius) EDRIFEREE

» NVIDIA A100 (SXM, 40GB)
- CUDA 11.4

- LeapfrogiEmITEE
« 2 CHOSMMIBFXBETIL,
MEBEIFRITFEINICLEAI

« 7D 0EBEEORNFHENANE

+ 13.6 TFlop/s (FP32) h'&mm=

« £HMRIE 14.7 TFlop/s £T171<

10'F

107! -

-« - |ow:

.......... L ow:

—e— Low:

FP64, Mid: FP64
FP32, Mid: FP64 -

FP32. Mid: FP32
IIIII

10°

N

10°




HOTERRLTHD

« WD

—R: cpp/base/0 base ZZ

 cpp/cuda/exercise/nbody *.cu

« RIEFE:
1. £91& Unified Memory ZaltICUTETREEMDZITGPU1L
2. RIZ, Unified Memory ZHUTRE

*$ ccmake -S ..

* $ ninja cuda_exercise

E—-UL7E7Z7 DD

H'5 EXERCISE _MODE=ON LC make



JOJ7A2REDFEWNA

*$ nsys profile --stats=true ./a.out

e --stats=true ZDTTHLE, BROMEE LTINS DTEF

- report?.nsys-rep EWSTPMIVBEREINDDT, (FITT or X%
RILLT) nsys-ui TH<

*$ cuobjdump -sass ./a.out

« TARATPEITIVLT, FEITEINTWDapp el Uie<Eo7z A[lT

° H#j:ﬁ- PTX @EEE:L\?ET/%E%EU| — n%b\ 3'-3 g g &b C :H:ﬁ'/u
(PTX HSEFIFAIVERE IS —B ] DINTIVINAD T8,
ERICRITINTVDIRTEITE>TLWBRIEANRHYET)




FUERGTAR

- BIREIZGPUZEL\140H 3 (72) BB AFIIFIC I\ — RIU DS
DEBRDT, BELLEICFAH TBRIZHEDAELTHTE

« Voltatt X LIBEDGPU T J— D EE]

« T DGPULT(CUDANS ){EZ S0 - HEBE
- EHGPUEREICHEITTDIEHR

- GPUD oD EFRE I 71IVIO




Independent thread scheduling

Pseudocode

AO;
if ( threadIdx.x < 4 ){
FO;
F1;
} else {
S0;
S1;
}

#if __CUDA_ARCH__ >= 700
__syncwarp() ;

#endif

A2;

Pascal or earlier Volta or later

3992998 $992:988

diverge diverge
FO;
v v .- N
5 SO; 5
.- . v v
F1

- %

S0; S ;S

SN\ vy . .
S1; 531;5
h AN 4 v v

reconverge

synchronize

ggglﬁ; ggg




Independent thread scheduling

Pseudocode Pascal or earlier Volta or later
A0; or or
i#( threadlaxx < 400 | $937:33$  $$$/: 333
FO; diverge diverge
F1;
} else { FO
SO; vy . .
St $5: %

- % - %

} S0; $F1;$
SN\ vy . .
S1; $81;$
v Vv v v

A1l reconverge
A2;




BADREADZEFREICXT I DU ZE

« (FEEADRIHAZENDZRVNKLDIC) - FEEFIHRAD

« NVIDIARICIECE oMW HERFET
1. D=2 YIILapHRREIC _sync ZZEBM(WAIIFEEIC )
2. BEADEEAS, if()XERQREIC _ syncwarp() ZiEMN

3. JOvVvIMEEAAD _ syncthreads() DIEALIEZBIRET

- IREAD[EIHA Z I RIBE D (BFFICPascalE— kR &M5)
« ZE[XCBEoDAENDTEVT B (SERE DRDINIEAHE)
« Volta: J2/\N1IVEFIC arch=compute 60,code=sm 70 =I5

« Ampere: arch=compute 60,code=sm 80 ZIg5xE

« AmperehN5E ANz warp-wide reduction I&, PascalE—FR

TIXMEZRVVERR(QVNNTIVDBS RN o 72)
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Warp shufflesss

»F—T—=T(B2ALYFDER)NICHDMLALY DL I XY DIE
E(VITP—RXEUREZENT TIPS TTS

~_shfl sync(unsigned mask, T var, int srclane, int width=warpSize);
~_shfl up sync(unsigned mask, T var, unsigned int delta, 1int width=warpSize);
~_shfl down sync(unsigned mask, T var, unsigned int delta, int width=warpSize);
~_shfl xor sync(unsigned mask, T var, int laneMask, int width=warpSize);

e maskDIEIFEARNICIL oxFfFffffFff(=32ALYvEKE£5) 0K
« BHIREEZLUCLVBDGEEIE, CNTIEINGOEZEEH D

c ARFICADTLBRAVLYREICT —9KFENH D TFHTETRVNIFZFS
ICIE, activemask ()R Z{E> TEINICHIEHZTD




A100/CUDA T1hoZ ANz #ae

« TN )V EEEDKEEE

» Sparsity: IMTFIDARICOM A>TV zHZTDRZEAF YT UTEZRL

« TF32: (REER1OE W I, 188XER8 E Y hDT—5 B

- Asynchronous copy/barrier

(3

EREIXFP19)

« JO—=/NILAEUNSYIP—RXEVICER(LIRIZNTTIC) T —

YeElTD

- Warp-wide reduction
« N\N—RIOITT7HEERIEDTH<
« L2 cache residency control

« (1DDERSR) T —YREZEL2F VI AICEELTHITS
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Asynchronous copy (memcpy async)

« JO—INILABUDSIIT—RAEUAD Svedin et al. 2027
direCt memcpy (a) Asynchronous on Roofline
» A100°CI&, hardware accelerated e
- Svedin et al. (2021): S &
- Pipeline API (& Barrier API KUEEE < Q@O“ No
» XEEEQRIRE Tl AR L ol s Beneit
 BEHERGHEETEIERET £ Jo
- NARSRERERANSIE505E £
i H1 OQ-Z:_LJE_/ \_ I\\\E"J@E&i(TMA) 73\\l5 //é Observed Benefit
DT, BEEFERG TS CTHMERE UL — .
0,1 1 10
Arithmetic Intensity ( FLOP / Bytes )
o Async Pipeline o Async Barrier

2023/6/29 EERGPU/C++ O NoAsync  ====-- Roofline
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Warp-wide reduction

» Throughputld16 (INT32EEN6472DT, 4/EEHES)
- Warp shuffleh32(2EFEHEZ)RDT, 5 (32AL Y R)hER|HE
RICEEARTOCERIRMEERLTE) EAIRIISEL
* reduce_* sync(unsigned mask, T value)

e T: unsigned/intICxrUTlZadd, min, max
o IMATZ I NIEfloatiIcTLUTmin/maxzEiRE T2 &I1EA[EE

« T: unsignedIZXUTl&and, or, xor £HEE

« Supported by devices of compute capability 8.x or higher
- Pascal®—Fr(arch=compute 60,code=sm 80)DFZEICIL, TV /\NAIVHE
S5 o7z(compute SODIBENNE)
- PascalE—R{ERICEDE®RIEN, AmpereE®—R +warp-wide reduction|C
KBEFED, DiiFE(treetEZEIPascalE—RDES)

2023/6/29 #EES GPU/CH+



L2 cache residency control

- Best Practice Guideh 5Dkt
"A portion of the L2 cache can be set aside for
persistent accesses to a data region in global
memory”
«1/16(= 2.5 MB)%l|& CiiIZER] g
- White paperd®Mzacih
« CUDARR—LALZC EICTI DDESFRDES IS ZI5E

* 1/16%» CTERERIRE CHNUL, mART6EDFRHEEETCIT CTERTIE
DIEH, B2 S Z D VD APIISIEZR D TLVERLY

2023/6/29 mam GPU/C++
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B GPURKICEET S I5HkiE M

- CUDA-aware MPI Mz 3ERIETHINIL, 2R HBrgE
« MPIEE#ICGPULD 7R R ZEFDEXRFKIEE I NIIEET
- CPU-GPU DO T—%Erxx B8R TE<MHERL
« GPUDirect DC&EZEZDE, CUAENRVVANERL)
« VAT LDMPINGPUDIrect RDMA(GDR) "2 &EZEHR—KU
WL, GPURBIDO (CPUZNTURW) BEBRHB{EE TS
« Open MPI (w/ UCX) %, MVAPICHZ2 GDR

« Unified Memory Z{E>TL\d &, GDR REIFE>TSNRLY
s —EBHRIAMIICTF—4Z23—UELETEEINTLEDS
e EEEREHDEDZELN, GFREFSTD) Unified Memory D552 —D

2023/6/29 mam GPU/C++
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215280 CUDA VISIBLE DEVICES

- CORBEREHZA\S5 &, cudaSetDevices() REZFNT
ICEDGPUZREV\BHEADSHEI TS
» AMDE!GPUT®H, ROCR_VISIBLE DEVICES CRMEMIAENTES

. %/Z__\('zg\gPI JOERH=YVOGPUEZEIETS(CINHAETITH)
-? Eoigxec -n 4 ./wrapper.sh ./a.out
- wrapper.sh D& (chmod +x ZHEINR<):

export LOCAL_ID=$0MPI_COMM_WORLD_LOCAL_RANK

export CUDA_VISIBLE_DEVICES=$LOCAL_ID
$x

« ZNIFEOpen MPI DIZEDH
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GPUDirect Storage(GDS)

- BE, STREHERIEGPUL ~ ~
%%%ZT‘Jj VavhE “ CPU1 “ CPU2

‘I._ CPUICcudaMemcpy () | I

2. CPUN D 7MIVETAH S

- GDSHEZ B &, CPUZE -
ZRAETICGPUNS B

7MW TP IOCRTED GPUDirect | Gpu - GPU ~ GPU GPU | GPUDirect
« PCleZX7=<[EI#EN B D RDMA Storage
« HDF5 1.13+IXGDS- \_ -
aware HDF5RIIC(ER D
FEIZMEHIE

ZOQ/EQ’E £3) #B2:GPU/C



=212(1/2)

« SERGPUZIEH UIZETERITIBATLNEED

« HEDCPUICLENTHEE
« OFP-II(JCAHPC)IZGPUZ:=

- GPURIIFTD

J2IVIFEREEIZHHD

E STz DEREMERENE V2
U RINAVICRBFE

« HEE, BHEOXR N, AR EZZERBLUCEDICEUZE D ZER
« SEBALTULEBVEDTIEKokkos, RAJA REDTIL—LDT—0%

« ElIHEBIEE (

HRE—AX CENN TLBIFEIH) UL

« GPUAIFICTILTU X LEREHE NSV T EFEBIED,
ZOBEAIFCPUAIT THo CEARERIET

« GPURTICRES

2023/6/29

NI NI IERZECE

BERGPU/C++

\'J

-

]
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https://jcahpc.github.io/gpu_porting/

&x&I1Z(2/2)

7T I\ODD’“’“%EEBﬁEL\L/E:E“
c FHERSDNEDHICERRIBIREDT, CiAAbFELWULET
- COEERIES[o b\%ﬂ&b'cﬁw‘c BEC T4 —R/ICYIDRBRLLW TS

c RBEETHOIRE, 7/29(L) 9:00FXTHEAFXT

- F1—RKlklecture-aTd
(tutorial-al&6/29M17:00LUIEEZ <RV ET)

« XN1590FT

- xANGPUZF4 GPUSEXT
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