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https://arxiv.org/abs/1705.08741
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BERP)NWFHA X ZFEETZET. FBERK T 20N I 2A3THZ 2K
Train longer, generalize better: closing the generalization gap
in large batch training of neural networks

Accurate, Large Minibatch SGD: Training ImageNet in 1 Hour
LARGE BATCH TRAINING OF CONVOLUTIONAL NETWORKS

Don't Decay the Learning Rate, Increase the Batch Size
. SH(FHIMNECAICHEHAHTEA
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https://arxiv.org/abs/1705.08741
https://arxiv.org/abs/1705.08741
https://research.fb.com/publications/accurate-large-minibatch-sgd-training-imagenet-in-1-hour/
https://arxiv.org/abs/1708.03888
https://arxiv.org/abs/1711.00489
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run_multi_gpu_training.shDEITIRIBIEEZ TS E S

train_cifar_multi_gpu.py(c[PUT YOUR CODEIEWSEIFAA S
20T, ESMZTINI S LZ25REES

AOVTRNOAEIESE T UIEBEST
gsub -j oe run_multi_gpu_training.sh
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https://docs.chainer.org/en/stable/reference/core/generated/chainer.training.updaters.MultiprocessParallelUpdater.html

CHAINER®DAPI
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chainer.datasets.split dataset n _random(dataset
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https://github.com/chainer/chainer/blob/master/chainer/datasets/sub_dataset.py#L157
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Start a training script using single GPU.
# Minibatch-size: 32

# epoch: 4

Using CIFAR10O dataset: /lustre/gtee/share/lectuPe/20180122_d1_intro/d“+“'"+’{:4f“"19 e S aalaaa
epoch main/loss validation/main/loss main/accuracy validation/m: y/’])[/GPUIZ-_t

1 4.03905 2.57575 0.113924 0.104687 .

(chBgy 51.1image/sec.

4 2.13622 2.10527 0.210337 0.219531 195.589

Throughput: 51.12377404072687 [images/sec.] (10000 / 195.6037125121802)
Start a training script using multiple GPUs.

# GPUs: 2

# Minibatch-size: 32

# epoch: 4

Using CIFAR10 dataset: /lustre/gt@@/share/lecture/20180122 dl intro/dataset//cifarl@ 256px_5p.pickle.gz
{'main': @, 'gpul': 1}
/lustre/app/acc/cuda9/chainermn/1.0.0/1ib/python3.6/site-
packages/chainer/training/updaters/multiprocess parallel updater.py:141: UserWarning: optimizer.lr is changed to 0.025 by
MultiprocessParallelUpdater for new batch size.

format(optimizer.1r))

epoch main/loss validation/main/loss main/accuracy validation/me Iﬁl%'ffIZ'C‘ZGPU'fE'Bt

1 3.03975 2.40538 0.114844 0.10625 . — —
() 87.6image/sec.LEIRIC
4 2 .8941 2.50813 A.126603 0.0980469 114.111

Throughput: 87.6300597715253 [images/sec.] (10000 / 114.11609242390841)
I
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run_multi_node_training.shDEITIRIZIEEZ ek

train_cifar_multi_node.py(/C[PUT YOUR CODEl&£WSEIFAA
HdDT, ESHZTIOY ILZTEMEED

AOVTRNOAEIESE T UIEBEST
gsub -j oe run_multi_node_training.sh
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CHAINERMN®API

communicator.rank
J—h—ID(JOTXRID)&EUS
communicator.intra_rank
J—RARAOTOLAIDZEYS
/—RR2J0EAT, 2/—-MERADIZE DA
J—R1: rank=0&intra_rank=0, rank=1&intra_rank=1
J—BR2: rank=2&intra_rank=0, rank=3&intra_rank=1
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CHAINERMN®API
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chainermn.scatter dataset(dataset, comm,
shuffle)

F—5tyMERBILT, &TOERIER

chainermn.create multi node optimizer(actual op
timizer, communicator)

NIVF)—RIRIBETEHET B4, optimizerz3vT

chainermn.create multi node evaluator(actual ev
aluator, communicator)

JIVF)—RIRIBTENEI DL, evaluatorzsv) 20 B Houe



http://chainermn.readthedocs.io/en/latest/reference/index.html#chainermn.scatter_dataset
http://chainermn.readthedocs.io/en/latest/reference/index.html#chainermn.create_multi_node_optimizer
http://chainermn.readthedocs.io/en/latest/reference/index.html#chainermn.create_multi_node_evaluator

YIVF/) - RFTOFERITER

[1516085554.200252] [a087:13926:0] sys.c:744 MXM WARN Conflicting CPU frequencies detected,
using: 2600.14
(HPE)

Start a training script using multiple nodes.

Num process (COMM_WORLD): 4
Using GPUs

Using hierarchical communicator
Num Minibatch-size: 32

Num epoch: 4

Using CIFAR10 dataset:
/lustre/gto0/share/lecture/20180122 dl intro/dataset//cifarl@_256px_5p. pickle gz

epoch main/loss validation/main/loss main/accuracy validatlo“’““4 ““““ Sacieealange dotime
1 2.61112 36.5229 0.110937 0.140356 |\X2GPU_C(¢
() 172.11mage/sec.
4 2.73942 2.32497 0.129688 0.103987 58.078

Throughput: 172.12098418175134 [images/sec.] (10000 / 58.09866848913953)
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http://chainermn.readthedocs.io/en/latest/reference/index.html#chainermn.create_communicator
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https://developer.nvidia.com/nvidia-visual-profiler
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= Thread 3987625792
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Profiling Overhead

= [0] Tesla P100-SXM2-16GB

= Context 1 (CUDA)

-7 MemCpy (HtoD) | |
=T MemCpy (DtoH)
# Streams

NJLFGPUTD

=/, I
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= Thread 3987625792

* Runtime A1 {0000 0NN 0 M1l |
* Driver AP [N (01T OO 0ot OO O [ IR _—nmm

Profiling Overhead |
= [0] Tesla P100-SXM2-16GB

S Context 1 (CUDA)

* 7 MemCpy (HtoD) [ | | N |

=T MemCpy (DtoH)
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